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• RL policies trained in fixed 

environments can fail silently when 

deployment conditions shift..

• In particle accelerators, magnet drift 

and lattice changes can push beam 

profiles out-of-distribution.

Key Idea:

• Learn a VAE latent model of in-distribution beam profiles.

• Score each test-time profile by its Mahalanobis distance in 

the learned latent space.

• Use that distance as an interpretable binary switch 𝜷𝒕 to 

select between two controllers:

– RL: fast, in-distribution control

– Extremum Seeking (ES): robust, model-free fallback 

under drift

  

OOD-Aware Test-Time RL-ES Switching

Mahalanobis distance

𝒅𝑴
𝟐 = 𝒛𝒕 − ത𝒛 𝑻𝜮−𝟏(𝒛𝒕 − ത𝒛)

𝑧𝑡:  latent embedding of the current beam profile
ҧ𝑧: mean of in-distribution embeddings

Σ: covariance of in-distribution embeddings

Results: Magnet Drift Creates a Latent OOD Signature

Physical OOD: magnet drift makes beam profiles non-smooth.

Latent signature: VAE embeddings leave the nominal cloud.

Switch trigger:  𝑑𝑀
2  increases with drift, enabling ES fallback.
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Motivation

How can a controller detect 
OOD conditions at test time?

The Big Picture

Live beam profile
X, Y, X′, Y′ measured along the beamline

VAE encoder
trained only on in-distribution beam profiles

Latent space
Mahalanobis distance 𝑑𝑀

2  scores how far the 

current profile sits from the training distribution
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